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Abstract Existing query schemes can be classified into two categories

probabilistic lookup and deterministic lookup. In the éattno
This paper presents a scalable and adaptive decentrall@@dcasting is used at any point in the query process. For ex
metadata lookup scheme for ultra large-scale file systemsgmple, a deterministic lookup typically incurs a traveedahg
Petabytes or even Exabytes). Our scheme logically organigéinique path within a tree, such as a directory tree [9] azind
metadata servers (MDS) into a multi-layered query hienarctiee [10]. The probabilistic approach employs lossy daga re
and exploits grouped Bloom filters to efficiently route metizd resentations, such as Bloom filters [11], to route a metagata
requests to desired MDSs through the hierarchy. This meggest to its target MDS with a very high accuracy. Certain-rem
data lookup scheme can be executed at the network or méfly strategy, such as broadcasting or multicasting, iseted
ory speed, without being bounded by the performance of slf rectifying incorrect routing. Compared with the detémis-
disks. An effective workload balance algorithm is also dievdic approach, the probabilistic one can be easily adoptelsin
oped in this paper for server reconfigurations. This schemédributed systems and allows flexible workload balance among
evaluated through extensive trace-driven simulationgmoth- metadata servers.
type implementation in Linux. Experimental results showatth
this scheme can significantly improve metadata managemgnt  Motivations
scalability and query efficiency in ultra large-scale sterays-

tems. We briefly discuss the strengths and weakness of some repre-
sentative metadata management schemes to motivate our re-
1 Introduction search. Existing schemes can be classified into hash-based,

table-based, static and dynamic tree partitions and Bloloen-fi
Metadata management is critical in scaling the overallgrerfbased structures, as shown in Table 1.
mance of large-scale data storage systems [1]. To achighe hi .
data throughput, many systems decouple metadata traovsmcti ® Lustre [12], Vesta [13] and InterMezzo [14] utilize hash-
from file content accesses by diverting large volumes of data Pased mappings to carry out metadata allocation and per-
traffic away from dedicated metadata servers (MDS) [2]. In form metadata lookups. Due to the nature of hashing,
such systems, a client contacts MDS first to acquire access thiS approach can easily achieve load balance among mul-
permission and obtain desired file metadata, such as data lo- liPle metadata servers, execute fast query operations for
cation and file attributes, and then directly accesses file co ~ equests and only generate very low memory overheads.
tent stored on data servers without going through the mestada  L@2y Hybrid (LH) [2] provides a novel mechanism by
server. While the storage demand increases exponentially i allowing for pathname hashing with hierarchical direc-
recent years, exceeding petabypesfl@lready and reach- tory management but entayls certain metada_tg migration
ing exabytes (1) soon, such decoupled design with a single overheads. This _overhea_d is sometimes prohibitively high
metadata server can still become a severe performance-bottl When an upper directory is renamed or the total number of

neck. It has been shown that metadata transactions acaguntf MDSS is changed. In these cases, hash values have to be
over 50% of all file system operations [3]. In scientific oreth re-computed to reconstruct the mapping between metadata

data-intensive applications [4], the file size ranges frofeva and their assogiated servers and accordingly large volume
bytes to multiple terabytes, resulting in millions of pisaaf of metadata might be migrated to new servers.

metadata in directories [5]. Accordingly, scalable andetec | g [15] and zFS [16] use table-based mapping, which
tralized metadata management schemes [6-8] have been Pro-goes not require metadata migration and can support fail-
posed to scale up the metadata throughput by judiciousty dis ;.o recovery. In large-scale systems, this approach im-
tributing heavy management workloads among multiple meta- poses substantial memory overhead for storing mapping
data servers while maintaining a single writable namesjpace tables and thus often degrades overall performance.
age.

One of the most important issues in distributed metadata Systems using static tree partition include NFS [17],
management is to provide efficient metadata query service. AFS[18], Coda[19], Sprite [20] and Farsite [21]. They di-



Table 1: Comparison d&-HBAwith existing structures whereandd are the total numbers of files and partitioned subdirecéorie
respectively).

Examples Load Bal- | Migration Lookup Memory Directory Recovery | Scalability
ance Cost Time Overhead | Operations
Hash-based mapping| Lustre, Vesta,| Yes Large O(1) 0 Medium Lustre Lustre
InterMezzo & Inter-
Mezzo
Table-based Mapping| xFS, zFS Yes 0 O(logn) Oo(n) Medium Yes Yes
Static Tree Partition | NFS, AFS, | No 0 O(logd) 0o(1) Fast Yes Medium
Coda, Sprite, (Farsite: (Coda &
Farsite small) Sprite:
High)
Dynamic Tree Partition| OBFS, Ceph| Yes Large O(logd) O(d) Fast Yes Yes
(Crush) (Ceph:
small)
Bloom Filter-based HBA, Sum- | Yes 0 0O(1) o(n) Fast No Yes
mary  Cache,
Globus-RLS
G-HBA Yes Small o(1) O(n/m) Fast Yes Yes

vide the namespace tree into several non-overlapped sub- utilized in storage systems, such as Summary Cache [27],
trees and assign them statically to multiple MDSs. This Globus-RLS [28] and HBA [29]. However, these schemes
approach allows fast directory operations without causing use Bloom filters in a very simple way where each node
any data migration. However, due to the lack of efficient independently stores as many Bloom filters as possible in
mechanisms for load balancing, static tree partition usu- order to maintain the global image locally. Without co-
ally leads to imbalanced workloads especially when access ordination, these approaches can generate large memory
traffic becomes highly skewed [22]. overhead and reduce system scalability and reliability.

« Dynamic sub-tree partition [23] is proposed to enhance™S summarized in Table 1 and discussed above, while each

the aggregate metadata throughput by hashing directof&§ting approach has its own advantages in some aspesys, th
near the root of the hierarchy. When a server beconf§ Weak or deficient in some other aspects, in terms of per-
heavily loaded, some of its sub-directories automaticalfmance metrics such as load-balance, migration costupo
migrate to other servers with light load. Ceph [24] maxiime, memory overhead, directory operation, scalabiky.
mizes the separation between data and metadata mangaé:_ombme their advantages and avoid their ;hortcommgs, w
ment by using a pseudo-random data distribution furf:0POS€ & new scheme, ca_II(_ed Gro_up-based HierarchicatBloo
tion (CRUSH) [25], which is derived from RUSH (Rep"_ﬂlter Array (G-HBA), to efficiently implement a scalable_and
cation Under Scalable Hashing) [26] and aims to su daptive metadata management for ultra large-scale file sys

port a scalable and decentralized placement of replicalef's: G-HBA uses Bloom filter arrays and exploits metadata
data. This approach works at a smaller level of granularf§c€SS locality to achieve fast metadata lookup. It inconalls

than the static tree partition scheme and thus might callagmory overheads and provides strong scalability and adapt

slower metadata lookup operations. When an MDS joiﬁgi”ty'
or leaves, all directories need to be re-computed to recon-
struct the tree-based directory structure, potentialyege 1.2 Contributions

ating a very high overhead in large-scale file systems. L i :
g yng g y A large-scale distributed file system must provide a fast and

e Bloom filter-based approaches provide probabilist%alable m_etadata lookup service. In Iarge-scale st_oryege S
lookup. A Bloom filter [11] is a fast and space-efficientFmS' multiple metadata servers are desirable for impgovin

data structure to represent a set. For each object wit %Iability. The.proposed scheme in this Papet, cgl!ed [Srou
that set, it use& independent hash functions to genera sed Hierarchical Bloom Filter Array5¢HBA), judiciously
! %ilizes Bloom filters to efficiently route requests to tdarge

indices into a bit array and set the corresponding bits
that bit array to 1. To determine the membership of a s etadata servers. OWB-HBA scheme extends the current

cific object, one simply checks whether or not all the bi loom filtgr-based architgctu_re by considering d)_/namic and
pointed by these hash functions are Indt, this object is self-adgptlve chargctenstlcs in ultrf’:\ large-scale filstems.

not in the set. Ifyes the object is considered as a membe(Rur main contributions are summarized below.

A false positive might happen, i.e., the object is consid- e We present a scalable and adaptive metadata management
ered as a member of the set although it is actually not. structure, calleds-HBA as shown in Figure 1, to store
However, the possibility of false positives is controlkabl mass metadata and support fast and accurate metadata
and can be very small. Due to the high space efficiency lookup in a large-scale file system with MDSs. The

and fast query response, Bloom filters have been widely query hierarchy inG-HBA consists of four levels: local



Section 6 summarizes related work and Section 7 concludes
the paper.

2 G-HBA Design

In this section, we present a novel approach, called Group-

based Hierarchical Bloom filter ArrayG-HBA), to carry out

\ _ L1+ tocal LRU quers scalable and a_daptwg m_etadata management and to facilitat
sy fast membership queries in ultra large-scale storagersgste

MDS : ;
Segment Bloom fiter || 1 5. 100t query on
array
g g an MDS

MDS

2.1 Dynamic and Adaptive Metadata Manage-
ment

L3: group multicast query . .
Figure 1: The overall architecture of Group-based Hieraaih We gt|I|ze an array of Bloom filters on eaph MDS to support
Bloom Filter Array G-HBA) for scalable and adaptive metaglstnbuted metadata management of multiple MDSs. An MDS
d where a file’s metadata resides is called tloene MDSof this
ata management. ) .
file. Each metadata server further constructs a Bloom filter t

LRU querv and local auerv on an MDS. arou multicasr?presem all files whose metadata are stored locally and the
query query » group replicates this filter to all other MDSs. A metadata requestf
query within a group of MDSs, and global multicast que

r )
among all groups of MDSs. The multi-level file quert¥1e client can randomly choose an MDS to perform member-

is designed to be effective and accurate by capturing hip query against its Bloom filter array that includes regdi

: : : of the Bloom filters from the other servers. The Bloom filter
metadata query locality and dynamically balancing loa . , . .

array returns a hit when exactly one filter gives a positive re
among MDSs.

sponse. A miss takes place when zero hit or multiple hits are

e We present a simple but effective group-based splittiﬁ%“nd in thg array. ) . ) .
scheme to improve file system scalability and maintain "¢ Pasic idea behin@-HBA in improving scalability
information consistency among multiple MDSs by adafi‘-nd query e_ff|C|ency is to decentralize mgtadata management
tively and dynamically accommodating the addition arff"°"9 multiple groups of MDSs. We divide &l MDSs in

deletion of an MDS while balancing the load and reducirjirge system into multiple groups with each group containing a
migration overheads. ostM MDSs. Note that we represent the actual number of

MDSs in a group a$/’. By judiciously using space-efficient
e We design efficient approaches to querying files based o#@da structures, each group can provide an approximatety co
hierarchical path. Note that the issuexémbership query Plete mapping between individual files and their home MDSs
in metadata management, a focus of this paper, answgfsthe whole storage system. While each group can perform
the most basic question of which metadata sever in an uf@gt Mmetadata queries independently to improve the metadat
large-scale distributed file system stores the metadatd¥Pughput, all MDSs within one group only store a disjothte
the queried file, thus helping to quickly access the tard@ction of metadata and they cooperate with each otherte se
file data. Hence, membership queries basedseHBA an individual query.
can in turn Support accurate and fast query services fop"HBAut”izeS Bloom filter (BF) based structures to achieve
efficient file data management, especially in ultra larg&lrong scalability and space efficiency. These structures a
scale distributed file systems. replicated among MDS groups and each group contains approx-
imately the same amount of replicas for load balancing. &/hil

e We examine the propose@-HBA structure through ex- each group maintains file metadata location informatiorhef t

tensive trace-driven simulations and experiments on @ntire system, each individual MDS only stores informatén

prototype implementation in Linux, in terms of operatioiis own local files and BF replicas from other groups. Within

latency, replica migration cost and hit rate. Experimentalgiven group, different MDSs store different replicas afid a

results demonstrate that dBrHBAdesign is highly effec- replicas in this group collectively constitute a globalmirim-

tive and efficient in improving performance and scalabiligge of the entire file system. Specifically, a group consgjstin

of file systems and can provide scalable, reliable and efi#: MDSs needs to store a total bf— M’ BF replicas from the

cient service for metadata managementin ultra large-scaileer groups and each MDS in this group maintains approxi-

file systems. materN&',V" replicas plus the BF for its own local file informa-
tion.

The rest of the paper is organized as follows. Section 2A simple grouping in G-HBA may introduce large query
presents the basic scheme@HBA Section 3 discusses someosts and does not scale well. Since each MDS only main-
detailed design and optimization issues. The performavade etains partial information of the entire file system, the [abib
uation based on trace-driven simulations and prototypéeimpty of successfully serving a metadata query by a single meta
mentation are given in Section 4 and Section 5, respectivelgta server will decrease as the group size increases. dccor




Size(group 4) =5 MDS Size(group C) =4

L3: group multicast
query

6 LRU Bloom filter array Segment Bloom filter array

file
l queries | | [ | jero it/ L) zerohit/
multiple hits multiple hits
nan o[ T ]2 T .
Computation > L™ . Lo
. Computation multicast queries
in current group
. unique hit 9 . ) it chmcmﬂ:%r:;»m filter
N ] ] unique hi
Forward to
home MDS Forward to
home MDS
L1: local LRU query L2: local query on an MDS
(a) LRU and segment Bloom filter arrays allowing the L1 and L2rips. (b) L3 and L4 queries respectively in a group and entire

system.

Figure 2: The group-based HBA Architecture allowing the tidlelvel query.

ingly an MDS has to multicast query requests more frequendjyery process, i.e., L4, each MDS directly performs lookyp b
to other MDSs, incurring higher network overheads and tesidearching its local BF and disk drives. If the local BF resgam
ing in longer query delays. negatively, the requested metadata is not stored localthain

Accordingly, more effective techniques are needed to iftDS since the local BF has no false negative. However, if the
prove the scalability of the group-based approa@kiBAad- local BF responses positively, a disk access is then redjtore
dresses this issue by taking advantages of the localitylyideerify the existence of requested metadata since the Io€al B
exhibited in metadata query traffic. Specifically, each MBS ¢an potentially generate false positive.
designed to maintain “hot data”, i.e., home MDS information
fpr recently gccessed files, that are stored in an _LRU Blogy3  Critical Path in the Multi-level Query Ser-
filter array. Since “hot data” are typically small in sizeetre- .

. : ; vice of G-HBA
quired storage space is relatively small.

The critical path of a metadata query starts at L1. When the

2.2 Group-based HBA Scheme L1 Bloom filter array returns a unique hit for the membership

Figure 2 shows the diagram of ti@&HBA scheme. A query AUery, the target metadata ?s then most likely to be f(_)untiea_tt
process at one MDS may involve four hierarchical level€€ver whose LRU Bloom filter generates such a unique hit. If
searching the locally stored LRU BF Array (L1), searchir@ro or multiple hits take place at L1, implying a query fedl
the locally stored Segment BF Array (L2), multicasting tb al"® membership query is then performed on the L2 Bloom fil-
MDSs in the same group to concurrently search all Segment§Faray, which maintains mapping information for a franti
Arrays stored in this group (L3), and multicasting to all MS0f the entire storage system by storifig= | Nt | replicas.
in the system to directly search requested metadata (L49. Thunique hit in any L2 Bloom filter array does not necessarily
multi-level metadata query is designed to be effective by jiidicate a query success since (1) Bloom filters only provide
diciously exploiting access locality and dynamically almg Probabilistic membership query and a false positive mayiocc
load among MDSs, as discussed in detail in Section 3. with a very small probability, and (2) each MDS only contaans
Each query is performed sequentially in these four levels.Spbset of all replicas and thus is only knowledgeable of e fra
miss at one level will lead to a query to the next higher levdion of the entire file-server mapping. The penalty for adals
The query starts at the LRU BF array (L1), which aims to apositive, where a unique hit fails to correctly identify theme
curately capture the temporal access locality in metadatfict MDS, is that a multicast must be performed within the current
streams. If the query cannot be successfully served at k1, MDPS group (L3) to solve this miss-identification. The proba-
query is then performed at L2, as shown in Figure 2(a). TR#ty of a false positive from the segment Bloom filter arfy
Segment BF array (L2) stored on an MDS includes dhjF One MDS, f ", is given as below.

replicas, with each replica representing all files whoseteg = (1) fo(1— f0)671
are stored on that corresponding MDS. Suppose the total num- g 0
ber of MDS isn, typically 8 is much smaller than. And we _ 6(0.6185)m/n(1_ (0.6185)m/n)671 1)

havey[ ; 6 = n where6; is the number BF replicas stored on

MDS i. In this way, each MDS only maintains a subset of all where®8 is the number of BF replicas stored locally on one
replicas available in the systems. A lookup failure at L2 wiMDS, m/n is the Bloom filter bit ratio, i.e., the number of bits
lead to a query multicast among all MDSs within the curreper file, andfg is the optimal false rate in standard Bloom fil-
group (L3), as shown in Figure 2(b). At L3, all BF replicaters [30]. By storing only a small subset of all replicas amast
available in this group will be checked. At the last levellodét achieving significant memory space savings, the groupebase



> (3): Send message to other
&% groups to delete its replica

Find the Target MDS Y
with the lightest load P
(1): An MDS

(2): Store the replica coming

(4): An MDS
leaving

. y
Target MDS (2): Delete its

BFinID B,

(3): Multicast local ID
Bloom filter

(a) One MDS joins a group (b) One MDS leaves a group
Figure 3: A replica joins the current group. Figure 4: One MDS joins or leaves the current group.

approach (segment Bloom filter array) can afford to incréase MDS to a new one in the group, incurring forbidden network
number of bits per filerf/n) so as to significantly decrease theverheads potentially.
false rate of its Bloom filters, hence renderifg; sufficiently
small. , 3 Operations and Analysis

When the segment Bloom filter of an MDS returns zero or
multiple hits for a given metadata lookup, indicating a loc, this section, we present our design to support dynamiagro
lookup failure, this MDS then multicasts the query request feconfiguration and identify the optimal group configuratio

all MDSs in the same group, in order to resolve this failufge|ated theoretical background are also presented.
within this group. Similarly, a multicast is necessary agaf

other groups, i.e., at the L4 level, if the current group mesu

zero or multiple hits at L3. 3.1 Light-weight Migration for Group Recon-
figuration
2.4 Updating Replica Within each grouplDBFA can facilitate load balance and sup-

. , o . ort light-weight replica migration during group reconfig
Updating stale Bloom filter replicas involves two steps|/icep Eon. F%gure 4gshow§the prog(l:ess of one I\E/JIDgSjoipning or Iegaving

identification (localization) and replica content updatéthin . h 0ins th it ch
each group, a BF replica resides exclusively on one MDS FQro'venh group. When a new MDS joins t < system, it ¢ 00SEes
' ' .a group that has less thdhMDSs and acquires an appropriate

thermore, the dynamic and adaptive nature of server rem}nflgmount of BF replicas and off-loads some management tasks

ration, such as MDS insertion into or deletion from a grom}(sfrom the existing MDSs in this group. Specifically, each &xis

Section 3.1), dictates that a given replica must often nhégra MDS can randomly offloadlumbefCurrentRe plicas—

from one MDS to another within a group. Thus, to update a / / : .
: ; . . o (N—M")/(M’'+1)] replicas to the new MDS. Meanwhile, the
replica, we must correctly identify the target MDS in whibiist MDS IDs of replicas migrating to the new MDS need to be

replica currently resides. This replica location inforroatis d e , . .
. . N ) eleted from their original ID Bloom filters and insertedant
stored in an identification (ID) Bloom filter arrajdBFA) that the ID Bloom filter on the new MDS. Any modified Bloom fil-

is maintained in each MDS, as shown in Figure 3. A unique . :
hit in IDBFA returns the MDS ID, thus allowing the updat$er in IDBFA also needs to be sent to the new MDS, which

; . ; orms a new DBFA containing updated information of replica
to proceed to the second step, i.e., updating BF replicaeat Itocation This newWlDBFA is then multicast to other MDSs
Fgrget MDS. Multiple hits inII_DBFA.Iead to a light false pps-ln this Way we can implement a light-weight replica migoati .
itive penalty since a falsely |der_1fuf|ed t"?‘rget MDS can SMb,nd achie\;e load balance among multiple MDSs of a group.
'(Ij'LOep :)stufbc:ﬁ;/e (r)?qsl:liit ?gggfzg;%\fg fér;itgg ts;?reetr?wﬁilljow An MDS departure triggers a similar process but in a reverse
Counting Bloom filters are used IDBFA to support server irection. It involves (1) migrating replicas previousipred

departure. SincéDBFA only maintains the information about’" the MDS to the other MDSs within that group, (2) removing

where a replica can be accessed, the total storage require its corresponding Bloom filter from tH®BFA on each MDSs

m .
of IDBFA is negligible. For example, when the entire file syéj-]‘ethat group, and (3) sending a message to the other groups to

tem contains 100 MDS$DBFA only takes less than 0.1KB ofd.GIQte its replica. T_he neMork overhegd of this design |8Ilsm_
since group reconfiguration happens infrequently and tree si
storage on each MDS.

G-HBAdoes not use modular hashing to determine the pIagg!DBFA is small.

ment of the newest replica within one MDS group. One ma# o ;

reason is that this approach cannot efficiently supportmhjtmaag!2 Group Splitting and Merging

MDS reconfiguration, such as an MDS joining or leaving th further minimize the replica management overhead, we
storage system. When the number of servers changes, the harslpose to dynamically perform group splitting and merging
based re-computations can potentially assign a new tarB& MWhen a new MDS is added to a growp that already has
for each existing replica within the same group. AccordingiM’ = M MDSs, a group split operation is then triggered to di-
the replica would have to be migrated from the current targede this group into two approximately equal-sized groups,



andB. The split operation will be performed under two condi- .
tions: (1) each groups must still maintain a global mirroage Table 2: Symbol representations.
of the file system and (2) workload must be balanced within

each group. After splittingd andB consist ofV — [M/2] and [ Symbol | Description |
|[M/2] +1 MDSs, respectively, for a total M + 1) MDSs. ALru Unique hit rate in the LRU Bloom filters
The group splitting process is equivalent to deletimd/2] P | Unique hitrate in the 2nd level Bloom filters
MDSs fromG by applying the aforementioned MDS deletion Diry Latency in the LRU Bloom filters
operation|M /2| times. Each deleted MDS frof is then in- DD'-2 Latencyl_'gt;ij?ndgi‘;eé:3()'88'“ filters

H rou
serted into groujs. Dgnetp Latency in entire multicast network

Inversely, whenever the total size of two groups is equal to
or less than the maximum allowed group sMedue to MDS

departures, these groups are then merged into a single groug,q ontimal value foM thus is the one that maximizes the

by using the light-weight migration scheme. This process € ammafunction in Equation 2

peats until no merging can be performed. Figure 5 shows group
splitting and merging.

3.4 Algebraic Operations and Analysis

3.3 Optimal Group Configuration _ _ _ _
A number of algebraic operations of Bloom filters are used in

One of our key design issues@HBAIs to identify the optimal G-HBAto support group reconfiguration. The following sum-
M, i.e., the maximum number of MDSs allowed in one groumarizes the fault rate analysis for the algebraic operation
M can strike different tradeoffs between storage overhedd ®loom filter arrays. Due to the space limitation, we cannot

query latency. AdM increases, the average number of replicggesent the proofs in this paper but detailed proofs canuedfo
stored on one MDS, representedl‘é}g#, is reduced accord-jn Ref. [31].

ingly. A largerM, however,_typically leads to a larger p_enalty Suppose the length of a Bloom filter is bits and it rep-
for the cases of false positives as well as zero or multige hiegents a se® with n items. In additionk independent hash

atboth the L1 and L2 arrays. This is because multicast is U$gfctions are used. Ref. [30] has shown that the false pesiti
foresolve ese cases and muliast ypicaly faes loNOS probability isfo = (1—e~'#)* and this probabilityis minimum
more hops are involved. We discuss how to find the optihal sy 115k or (0.6185™1, whenk — (m/n)In2.

in the following. S b ted by a Bl filt . . |
To identify the optimalM, we use a simple benefit func-. can be represented by a bloom THer using a mapping reta-

tion that jointly considers storage overheads and through fion: S— BF(S). We use two Bloom filter&F (A) andBF(B)

Specifically, we aim to optimize the throughput benefits per lﬁo represent ses andB with the same number of bits and hash

. fupctions.
memory space invested, a measure also called the normaliZed

throughput. The throughput benefit is represented by takilg%pertyl. The union of two Bloom filters, BA) and BF(B)

|n'F0 account the Iaten_cy that mcludes all delays of _actpako can be represented as BRU B) by logical OR operation of
ations, such as queuing, routing and memory retrieval. Eqya

tion 2 shows the function to evaluate the normalized thrpugh eir bit vectors.

of G-HBA Property 2. The intersection of two Bloom filters, B&) and
_ Ug-HBa(throu) 1 BF(B), can be represented as B&N B) by logical AND oper-
Ug-HBa(space  Ug.npa(laten) xUg.ppa(space ation of their bit vectors.

whereUg._ (spacé andUq._ (laten) represent the , )
storage ov%rrljeBé?j and operatioﬁ Igt%ﬁcy, respectively. Property 3. The XOR operation of sets A and B is represented
The storage overhead f@-HBA is represented in Equa-2S ADB=(A-B)U(B—A)=(ANB)U(BNA).

tion 3, which is associated with the numbers of stored raplic ) . .
on each MDS. It is easy to see that the false positive probability of

N—M BF(AUB) is larger than that oBF(A) or BF(B). We have
Ug.HBA(SPacg = B (3) also found that the false positive probability BF(ANB) is
smaller than that oBF(A) N BF(B) with probability (1 — (1 —
We then examine the operation latency, shown in Equatiorizjk\A%AﬂB)\)(l_ (1- nlq)k\Bf(AﬂBﬂ)_ In addition, if Bloom fil-
for G-HBA by considering multi-level hit rates that may Iea&rsBF(A@ B), BF(A) andBF (B), have the same bits and hash
to different delays. Definitions for the variables used iu&q functions, therBF(A@® B) = BF(A—B)UBF(B—A).

tion 4 are given in Table 2. The X ORoperation based on union and intersection is par-
Uc-nea(laten) = Diru+(1—Rru)Di2+ ticularly useful for updating stale replicas in remote MD®é&
=1 can carry outXOR operations on local Bloom filter and its
(1-Rru)(1- W)Dgroup'i‘ replica to examine the number of different bits. If the num-
AL ber is larger than some threshold, we can generate the update

(1-Rru)(1- V)M Dnet  (4) messages to replace stale replicas with new ones.



(1): Migrate copies of local replicas to light-
weight MDSs in thT other group

Keep mlgratcd rcp]lcas |

' ? (2): Generation of one new group
(2) Generation of two new groups (1): Light-weight replicas migration @

(a) Group splitting (b) Groups merging

Figure 5: The processes of one group splitting and two grougrgling.

4 Performance Evaluation Table 4: Scaled-up HP traces.

We examine the performance &HBA through trace-driven |
simulations and compare it with HBA [29], the state-of-the-

| Original | TIF=40 |

art BF-based metadata management scheme and one that is di- request(million) 94.7 3788
rectly comparable t&-HBA We use three publicly available active users 32 1280
traces, i.e., Research Workload (RES), Instructional \adk user accounts 207 8280
(INS) [3] and HP File System Traces [32]. In order to emulate active .ﬂles(m'l.hon) 0.969 38.76

: total files (million) 4.0 160.0

the I/O behaviors in an ultra large-scale file system, we sboo
to intensify these workloads by a combination of spatialesca

up and temporal scale-up in our simulation and also in piRug 9, 2002. Since the three traces above have collectei®all |
totype experiments presented in the next section. We dec@gtuests at the file system level, we filter out requests, asch
pose a trace into subtraces and intentionally force therave hread and write, that are not related to the metadata opesatio
disjoint group ID, user ID and working directories by append \ve have developed a trace-driven simulator to emulate dy-
ing a subtrace number in each record. The timing relati@sshiamic behaviors of large-scale metadata operations ard-eva
among the requests within a subtrace are preserved to faifferthe performance in terms of hit rates, query delays,arétw
fully maintain the semantic dependencies among tracedscopyerheads of replica migrations and response times fortupda
These subtraces are replayed concurrently by setting the Sgq stale replicas. The simulation study in this paper vaitds
start time. Note that the combined trace maintains the sagihe i increasing demands for ultra large-scale storagergs
histogram of file system calls as the original trace but pr&ssegch as Exabyte-scale storage capacity, in which a cezeichli

a heavier workload (higher intensity) as shown in Ref. [2), 3 BF-pased approach such as the HBA scheme [29] will be forced
As aresult, the metadata traffic can be both spatially and ta@spill significant portions of replicas into the disk spasghe

porally scaled up by different factors, depending on thebeim fast increasing number of replicas overflow the main memory
of subtraces replayed simultaneously. The number of stesragpace.

replayed concurrently is denoted &ce Intensifying Factor .
(TIF). The statistics of our intensified workloads are summé'l Impact of Group SizeM on G-HBA Perfor-
rized in Table 3 and Table 4. All MDSs are initially populated mance

randomly. Each request can randomly choose an MDS to ¢

. ¥he section, we present the details of identifying themat
out query operations.

value of group siz& by optimizing the normalized throughput
of G-HBA given in Equation 2. We generate the normalized

Table 3: Scaled-up RES and INS traces. throughput with the aid of simulation results, includingraites

and latency of multi-level query operations. Other simalat

| | RES (TIF=100) | INS (TIF=30) | results are directly measured by statistical average sdhoen

hosts 1300 570 twenty simulation runs.

users 5000 9780 The maximum group sizéyl, can potentially impose signif-

open(million) 497.2 1196.37 icant impact on the system performance®HBAIn terms of
close(million) 558.2 1215.33 hit rates and query latency. While a larddrmay save more
stat (million) 7983.9 4076.58 memory space, as each MDS GrHBA only needs to store

% BF replicas, it can increase the query latency since fewer

The INS and RES traces are collected in two groups Bfoom filters on each MDS can reduce local query hit rates at
Hewlett-Packard series 700 workstations running HP-UX9.@he L2 level. Therefore, an optimil has to be identified.

The HP File System trace is a 10-day trace of all file system acFigures 6 shows the normalized throughput of space savings

cesses with a total of 500GB of storage and was updated lastviren the number of MDSs is 30 and 100, respectively, under
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Figure 6: Normalized throughput d&-HBA when the total Figure 8: Average latency comparisons of HBA a@eHBA

number of MDSs is 30 and 100 MDSs, respectively. with different memory sizes under the HP trace.
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Number of MDSs (N) Figure 9: Average latency comparisons of HBA aBeHBA

. . . ) with different memory sizes under the RES trace.
Figure 7: Optimal group size as a function of the number of

nodes. in Figure 9 and 900MB in Figure 10, HBA outperforn@s

. o ... HBA slightly since HBA, being able to store all the replicas
ghfe m;epnmﬁg(leHSP, Rii ?ndellglg wErkI?Eds. Thbe op';lmaDlss in the main memory, is able to complete all operations within
or anc »an or when the humber o Site memory locally whil&s-HBAmust examine replicas stored
30. The o_pt|maM is 9 for these three traces when the numb%r other MDSs of the same group. However, as the available
of MDSS 'S ?carlled UE to 1Or?' lationshio b h . memory size decreases, the average latency of the HBA scheme
F|gur§ 7 furt derhs owslt € r%a'uo?s P etweenbt € Opt'hi reases rapidly since more disk accesses are involvedr® s

group sizeM and t € total number of MDSs. \_/Ve_o se_rvet Bt retrieve BF replicas. In contrasg-HBA demonstrates the
Mis not very sensitive to the workload_s studied in th's_ PaPSlivantage of its space efficiency, as each MDS only needs to
In addition, when the number of MDSs is large, the optiMal maintain a small subset of all replicas, i.2 KAMI replicas, en-

value does not change significantly. These observatiores g‘%ling most, if not all, of the replicas to be stored in the e
us useful insights when determining the logical groupimngcst (.jjmd thus ou'tperform’ing HBA significantly

ture for ultra large-scale storage systems. It is recommen

that some predefineld be used initially and this sub-optimaly 3  Ovyerhead of MDS Group Reconfiguration
M be deployed until the total number of MDSs reaches some

threshold. Figure 11 shows the overhead of adding a new MDS to the sys-
tem, in terms of the amount of replica migration traffic, for
4.2 Average Latency HBA, hash-based placement, a@dHBA schemes. When a

new MDS joins a system witN MDSs, HBA needs to migrate
Figures 8, 9 and 10 plot the average latency of metadata opédlrexistingN replicas to the new MDS, to maintain a global
ations as a function of the operation intensity (number of omirror image containing all metadata location informatan
erations) under the HP, RES and INS workloads, respectivéhe entire file system.
We utilize different memory sizes to evaluate the operatien Hash-based placement, as discussed in Section 2.4, needs to
tency. With large memory, such as 1.2GB in Figure 8, 800MB-compute the locations (target MDSs) fof — M’) replicas.
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70 ?2332 ﬁL’.\'F?Q;) HBA schemes using HP, RES and INS traces.

60 H{—=— G-HBA (RES)

100
90 H...

I4,l>

50 f L1 first. If zero or multiple hits occur, L2 is checked. A miss
in L2 will lead to a lookup in L3. Finally, if the query against
L3 still fails, we multicast the query message within theirent
file system (i.e.,L4) to obtain query results where every MiDS

———§ the system checks the query against its local Bloom filterc&i

40 f

30 |
20 f

Number of migrated replicas

10 ke
R 5 i L1, i.e., the LRU Bloom filter array, is able to efficiently dgit
10 20 30 40 50 60 70 80 90 100 the temporal locality of file access patterns, a large nurober
Number of metadata servers queries to the other levels are filtered out by L1. Our exper-

iments shows that more than 80% of query operations can be
Figure 11: Number of migrated replicas using HBA, hasRuccessfully served by L1 and L2. With the help of L3, more
based placement ar@-HBAschemes. than 90% requests are absorbed internally within one group,

even with a system of 100 MDSs.

Whenever the new position differs from the current one, a m%{ is also observed that the percentage of queries served by

?reguon has ttodb_e pt))erfo:jm:d. TheMnlum\l/ov(;r of trr(]apllcas éhat r]:?_ ncreases as the number of MDSs increases. This is because
0 be migrated is bounded kN — M'). en the NUMDEr of ¢ ¢ positives and false negatives increase in a largersyst

MDSs increases, the probability of mismatch also INCreasEte to the large amount of stale replicas under the same con-

resu!tmg mN[nMgre rephcas being mlgrgte@.—HBAonly needs straints of network overheads [33]. The staleness is cduged
to migrate g7 replicas to the newly inserted MDS and thugg yea|-time updating in real systems. Here, a false ipesit
significantly reduces network overheads in ultra largdesiia happens when a request returns an MDS ID that actually does
systems. not have the requested metadata. A false negative mearss that

query request fails to return an MDS ID that actually holds th
4.4 Latency of Updating Stale Replicas requested metadata.

The final L4 query can provide guaranteed query services by

Figures 12 shows the average latency of updating stalece=plinylticasting query messages within entire system. Sinee th
under the three traces. In HBA, a replica update, initiatethf gperations take place in local MDSs, there are no false posi-
any MDS, triggers a system-wide multicast to update all MD§§es and negatives from stale data in distributed enviremts
in the system. InG-HBA however, we only need to updaterpys if we still have multiple hits, they must come from Bioo
the stale replica in each group (i.e., one MDS in each grougiters themselves. Associated operations in a local MDSInee

makingG-HBAfaster and more efficient. to first check local Bloom filters that reside in memory, to de-
termine whether the MDS may obtain the query result. If local
4.5 Query Hit Rate hits takes place, further checking may involve lookups @k di

to conduct lookups on real data. Or else, we definitely know
Figure 13 shows the hit rates GFHBAas the number of MDSsthe queried data is non-existing. Although the L4 operation
increases. We examine the hit rates based on the four-leeguire more costs, the probability is very small as shown in
query critical path presented in Section 2.3. A query cheaksr experiments.
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35 5.1 Lookup Latency

30

Figure 14 shows the experimental results in terms of query la
tency under the intensified HP traces. The results from aar pr
totype, consistent with the simulations in Section 4.2tHer
prove the efficiency of our propos&HBA structure.G-HBA
can decrease the query latencyHBAby up to 31.2% under the
heaviest workload in our experiments, demonstrating iasc
bility.

25

20

15

10

Average latency (ms)

5.2 Overhead of Adding MDSs

We evaluate the overhead of dynamic operations for addiwg ne
nodes by examining the number of messages generated during
) L » the process of an MDS insertion. When adding a new node
Figure 14: Average query latency using intensified HP traceg 5 group, the group can directly accept it if there is room.
Otherwise, the group is split into two as shown in Section 3.2
Our design can provide fail-over support when an MDS dgfter adding a node, the BF replica of the new node needs to be
parts or fails. Heart-beats are exchanged periodicallyr@manulticast to other groups in the system. Further, someaapli
MDSs within each group. Once an MDS failure is detected, tbethe existing MDSs of the same group need to be migrated
corresponding Bloom filters are removed from the other MD§&sthe new MDS to keep load balance. In this experiment, we
to reduce the number of false positives. This design is @el&r randomly choose a group to add a new node, which may or may
in real systems since the metadata service still remains- fupot cause the group to be split. Figure 15 shows the number of
tional when some MDSs falil, albeit at a degraded performannessages generated during the MDS insertion, averaged over
and coverage level. ten insertion operations.
Since each node in tHéBA scheme maintains a global image
of the entire system, an MDS insertion requires it to excleang
5 Prototype Implementation and Eval- its own Bloom filter replica with all other MDSs. In contrast,
] G-HBAs simple and efficient groupe-based operations entalil
uation multicasting the BF replica of the new MDS to only one node
of each group, achieving significant message savings.

0 2 4 6 8 10 12 14 16 18 20 22 24 26 27

Number of operation requests (10"6)

We have implemented the propos&HBA structure run-

ning on a Linux environment that consists of 60 nodes, eag_fg Memory Overhead Per MDS

equipped with Intel Core 2 Duo CPU and 1GB memory. Each

node in the system serves as an MDS. We divide the stor&ge utilize the relative memory requirement normalized to a
system into groups based on the optifvavalue of 7 obtained pure Bloom Filter Array with a bit/file ratio of 8 (BFA8) to
through the optimal value calculation described in Secfidn facilitate fair comparisons. The basic idea of Bloom Fiker
Thus, each group can maintain at most 7 MDSs. We chooseayp (BFA) is to build a Bloom filter for each MDS to repre-
use the HP traces that are scaled up with a factor of 60 usegt all files stored locally and then replicate this filteratb

the scaling approach described in Section 4. other MDSs. Thus, each MDS stores a BFA that consists of
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all Bloom filters including its local filter and the replicabtbe computers. It utilizes distributed locking and recoverghte
Bloom filters from all other MDSs. A metadata request carologies to manage large clusters of up to 512 compute nodes,
obtain lookup results from a randomly selected MDS basedamd 1024 disks to support large scientific applications.

the membership query on all Bloom filters. This is the basicMetadata management in large-scale distributed systems
approach adopted ByBAwhere an additional LRU Bloom fil- ysyally provides query services to determine whether thta-me
ter array is added to that exploits the temporal locality lef figata of a specific file resides in a particular metadata server
access patterns to reduce the metadata operationtime.  which in turn helps locate the file itself. Bloom filter, as a
Each BFA maintains a gIobaI image of the entire system ag}%ce-eﬁicient data structure, can Support query (memmrs
HBA needs to maintain an extra LRU Bloom filter arra@- operations withO(1) time complexity since a query operation
HBA utilizes the groupe-based scheme to reduce space OKgkds to probeonstant-scaléits in Bloom filters.
head aqd MDS insertion/deletion overhead. Tab!e 5 shows &;.ndard Bloom filters [11] have inspired many extensions
comparison among BFA8, BFA16, HBA ar@-HBAIn terms and variants, such as the compressed Bloom filters [42], the

of normalized memory requirement per MDS as a function 9, .e_cqde Bloom filters [43], the spectral Bloom filters| {44
the number of MDSs. Clearl-HBAhas a significantly lower wistribted Bloom filter [45] and the beyond Bloom filters [46
memory overhead than both BFA and HBA _and Its memogy, ¢ counting Bloom filters [27] are used to support the defeti
overhead decreases as the number of MDSs increases. operation and represent a set that changes over time. Multi-

Table 5: Relative space overhead normalized to BFA withDimension Dynamic Bloom Filters (MDDBF) [47] supports

ratio of 8 in HP traces. representation and membership queries based on the multi-
attribute dimension. We have developed a novel Parallamlo
| Server# | BFA8 | BFA16 | HBA | GHBA |  Filters (PBF) and an additional hash table [31] to maintaif-m
20 1.0 2.0 1.0002 0.2002 tiple attributes of items and verify the dependency of nplai
40 1.0 2.0 1.0004 0.1670 attributes, thereby significantly decreasing false pesitates.
60 1.0 2.0 1.0006 0.1434 We have also developed analytical models to accurately es-
80 1.0 2.0 1.0008 | 0.1258 timate false positive and negative rates in Bloom filter irepl
100 1.0 2.0 1.0010 | 0.1121 cas [33]. Whenever space is a concern, a Bloom filter can be an

excellent alternative to storing a complete explicit list.

6 Related Work

Current file systems, such as OceanStore [34] and Farsile [Zl
can provide highly reliable storage, but cannot efficiestip-
port fast query services of namespace or directory when tHés paper presents a scalable and adaptive metadata lookup
number of files becomes very large due to access bottlenegk§eme named Group-based Hierarchical Bloom filter Arrays
Parallel file systems and platforms based on the objectdbafe-HBA) for ultra large-scale file systemss-HBA organizes
storage paradigm [35], such as Lustre [12], Panasas file dy&Ss into multiple logic groups and utilizes grouped Bloom
tem [36] and zFS [16], use explicit maps to specify where offter arrays to efficiently direct a metadata request toatget
jects are stored, at the expense of high storage space. mesdVIDS. The novelty ofG-HBAlies in that it judiciously limits
tems offer only limited support for distributed metadatanmamost of metadata query and Bloom filter update traffic within i
agement, especially in environments where workloads nedst& server group. Compared with HB&-HBAis more scalable
balance, limiting their scalability and resulting in loasyen- due to the facts that: 3-HBAhas a much less memory space
metries. overhead and thus can potentially avoid accessing disksglur

In large-scale storage architectures, the design for ratadnetadata lookups in exabyte-scale storage systen(: A
partitioning among metadata servers is of critical impozea Significantly reduces global broadcasts among all MDSsh suc
for supporting efficient metadata operations, such as ngad@s Bloom filter updates. &-HBAsupports dynamic workload
writing and querying items. Directory subtree partitiogiin 'ebalancing when the server number changes, by using aesimpl
NFS [17] and Coda [19]) and pure hashing (in Lustre [12] aRyt efficient migration strategy. Extensive trace-drivenisa-
RAMA [37]) are two common techniques used for managirpns and real implementations show that @+HBAis highly
metadata. However, they suffer from concurrent accestebotéffective and efficient in improving the performance, shata
necks. Existing parallel storage systems, such as PVFS [#§]and adaptability of the metadata management component
Galley [39] can support data striping among multiple disks for ultra large-scale file systems.
improve data transfer rates but lack efficient support fal-sc There are several possible directions for future work beyon
able metadata management in terms of failure recovery dhe current G-HBA. One is to further improve the query per-
adaptive operations. XFS [40] running on large SMPs alloicemance by considering the issue of efficiently placing esxd
the pervasive use of Btree to increase the scalability of filetrieving memory-resident data [48], since most of the G-HBA
systems that manage large files, large numbers of files, laageessed MDS location data are residing in memory by design
directories and fast crash recovery, reducing algorittooim- for fast query operations. Another is to enhance the replace
plexity in a file system from linear to logarithmic. GPFS [41inent efficiency of our currently used LRU, and consider the
is a fully developed file system by IBM for high-end supedistributed and cooperative caching [49-51].

Conclusion
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