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Abstract

The challenge in conserving energy in embedded real-tistes)s is to reduce power consumption while preserving teahpo
correctness. Much research has focused on power consenvati the processor, while power conservation for I/O desic
has received little attention. In this paper, we analyzeghablem of online energy-aware I/O scheduling for hard reale
systems based on the preemptive periodic task model witlpre@mptible shared resources. We extend the concegh¢-of
vice slackproposed in [2] to support non-preemptible shared resosiregd propose an online energy-aware 1/0O scheduling
algorithm: Energy-efficient Device Scheduling with Noegmptible Resources (EEINR). The EED\R algorithm uti-
lizes device slack to perform device power state transtionsave energy, without jeopardizing temporal correctnesn
evaluation of the approach shows that it yields significargrgy savings.

1. Introduction

In recent years, many embedded real-time systems have ethetith energy conservation requirements. Most of these
systems consist of a microprocessor with I/O devices artétied with limited power capacity. Therefore, aggressivergy
conservation techniques are needed to extend their liéstifiraditionally, the research community has focused oogssor-
based power management techniques, with many articlesshatllon processor energy conservation. On the other hand,
research of energy conservation with 1/0 devices has reddittle attention.

In practice, embedded systems are usually intended forafispapplication. Such systems tend to be I/O intensive, and
many of them require real-time guarantees during opergfidh 1/0 devices have been identified as the one of the major
energy consuming components in many real-time embeddeensys The focus of this paper, therefore, is to investigate
I/0-based energy conservation techniques for real-timeeeltled systems.

At the operating system (OS) level, 1/O device energy candwed byresource shutdown That is, identifying time
intervals where I/O devices are not being used and switdthiege devices to low-power modes during these periods. Much
previous work (e.g., [17, 4, 18]) has been done on schedtadsig to maximize system idle time, also knowrsgstem slack

However, none of the previous work studied slack for sctindufO devices. Our study shows that the concept of system
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Figure 1. Device slack example. The periods of task T3, task 75 and task T3 are 20, 20, 30 respectively;
and the worst case execution times for these tasks are 10, 6, 6 respectively. Ay is used by Ts.

slack is not well suited for energy-efficient I/O device sithiéng. Figure 1 shows an example to illustrate this problém
this example, the system utilization is leaving no system slack for any job. However, the dewgean still be put into
sleep from time) to 14 without causing deadline misses.

In [2], we proposed a concept callddvice slacko represent the length of time that a device can be put inothgobwer
state without causing any job to miss its deadline. Basecerconcept of device slack, we developed an online energy-
aware /O device scheduling algorithirge., Energy-efficient Device Scheduling (EEDS), for hard ri@ale systems based
on the fully preemptive periodic task model. However, athwither energy-efficient device scheduling algorithms ffier t
preemptive task model, EEDS does not support non-preelagtiared resources.

When performing preemptive scheduling with I/O devices, adf® devices become important shared resources whose
access needs to be carefully managed. For example, a jolpahfarms an uninterruptible I/O operation can block the
execution of all jobs with higher priorities. Thus the timar the uninterruptible 1/O operation needs to be treated as a
non-preemptive resource access. Resource accessingpoked to be integrated into device scheduling.

The research of shared resources accessing policies isigerfiatd. Successful policies such as Basic PreemptiolinGei
Protocol (BPCP) [7] and Stack Resource Policy (SRP) [1] aen well studied and applied in real-time systems. However
the integration of existing resource accessing policieb @avice scheduling is not a trivial task. Directly applyisgch
policies can cause schedule anomalies. For example, witle seded device in the sleep state, a job may suspend itself
when it holds a non-preemptible resource, such as read/twifers. This can enlarge the blocking time for higher fitgio
jobs and cause deadline misses.

In this paper, we extend the EEDS algorithm [2] to support-paemptible shared resources. The new algorititey,
Energy-efficient Device Scheduling with Non-preemptibkesBurces (EEDSIR), uses Earliest Deadline First (EDF) [6] to
schedule jobs, and BPCP 7o control access to shared resources. Our study shows B@PBs preferable to SRP in
terms of energy savings. To the best of our knowledge, ERIRSs the first energy-efficient device scheduling algoritiom

preemptive task sets with non-preeptible shared resaurces

1BPCP is different from the Priority-Ceiling Protocol (PGRjich uses the priority ceiling rather than preemptionicgil



The rest of this paper is organized as follows. Section 2udses related work. The system model is presented in
Section 3. Section 4 reviews how BPCP works with EDF. Sedidescribes the proposed algorithms. Section 6 describes

how we evaluated our system and presents the results. B&gbiesents our conclusions and describes future work.

2. Related Work

Most Dynamic Power Management (DPM) techniques for devacedased on switching a device to a low power state (or
shutdown) during an idle interval. DPM techniques for I/Qides in non-real-time systems focus on switching the dmvic
into low power states based on various policies (e.g., [DO;Bese strategies cannot be directly applied to rea¢-8Bystems
because of their non-deterministic nature.

In [5, 26], researchers try to achieve system-wide energynga including both processor energy and I/O device energy
They made a simplified assumption that there is no energyityearad delay for power state transition. Therefore, thegdus
an aggressive device scheduling algorithm, which turnd@ffces whenever they are not in use. However, this assomigti
not true for real-world 1/0 devices and the algorithm carts®applied to hard real-time systems if devices that havezeon
transition delays are used.

Some practical energy-aware /O scheduling algorithms20921, 22] have been developed for hard real-time systems.
Among them, [19, 20, 21] are non-preemptive methods, whielkaown to have limitations. With non-preemptive schedul-
ing, a higher priority task that has been released might teawit a long time to run (until the current task gives up tHaJ.

This reduces the set of tasks that the scheduler can supplotavd temporal guarantees. For this reason, most conmherc
real-time operating systems support preemptive task sitingd

Maximum Device Overlap (MDO) [22] is an offline method for preptive schedules. The MDO algorithm uses a real-
time scheduling algorithm, e.g., EDF or RM, to generate aibda real-time job schedule, and then iteratively swaps jo
segments to reduce energy consumption in device powertsdaggtions. After the heuristic-based job schedule iegated,
the device schedule is extracted. That is, device powes i@tsition actions and times are recorded prior to runtme
used at runtime.

A deficiency of the MDO algorithm is that it does not expligithddress the issue of resource blocking. It is usually
impossible to estimate when a resource blocking will happietine offline phase. Thus it is hard to integrate a resource
accessing policy into MDO. Another problem with MDO is thatlbes not consider the situation when job executions are
less than their WCET; the schedule is generated with jobs’ WE&&&n without resource blocking, the actual job executions
can be very different from the pre-generated job scheduldixed device schedule cannot effectively adapt to actual job
executions.

In [2], we proposed an online energy-aware 1/O device sdiveglalgorithm,i.e., EEDS, for hard real-time systems based

on the fully preemptive periodic task model. EEDS provideserflexibility when compared to MDO. However, EEDS does



not support non-preemptible shared resource either.
The EEDSNR algorithm proposed in this paper removes these drawb#ackan online scheduling algorithm, EEDR
is flexible enough to adapt to changes in the operating emviemt, such as early job completions. By deliberately salimgl
the task execution as well as device power state changesSBEEDachieves significant energy savings for task sets that hav
feasible preemptive schedules with blocking for sharedue®s. To the best of our knowledge, no previous publindies

addressed this problem.

3. System model

In this section, we briefly discuss the device and task matiaelsve have used in our work.

3.1. Device model

Modern 1/O devices usually have at least two power mo@esiveandsleep I/O operations can be only performed on
a device in active state, and a transition delay is incuroesiritch a device between power modes. In a real-time system,
in order to guarantee that jobs will meet their deadliness\aog cannot be put in sleep mode without knowing when it will
be requested by a job, but, the precise time at which an apiglitcrequests the operating system for a device is usuatly n
known. Even without knowing the exact time at which requestsmade, we can safely assume that devices are requested
within the time of execution of the job making the request.a&®sult, our method is based on inter-task device schegulin
That is, the scheduler does not put devices to sleep whits that require them are being executed, even though therear
pending I/O requests at that time.

Associated with a device; are the following parameters: the transition time from fheepstate to theactive state
represented by, ();); the transition time from thactivestate to thesleepstate represented by, ();); the energy consumed
per unit time in theactivesleepstate represented by, (\;)/Ps(\;) respectively; the energy consumed per unit time during
the transition from thectivestate to thesleepstate represented b¥.,(;); and the energy consumed per unit time during
the transition from thaleepstate to theactivestate represented 1., ();). We assume that for any device, the state switch

can only be performed when the device is in a stable statéhe sleep state or the active state.

3.2. Task model

Given a periodic task set with deadlines equal to perieds; {71,7>,...T,}, let taskT; be specified by the four tu-
ple (P(T;), W(T;), Dev(T;), Res(T;)) where, P(T;) is the period,W(T;) is the Worst Case Execution Time (WCET),
Dev(T;) = {A1, Ao, ..., A\ } IS the set of required devices for the td§k and Res(T;) = {resi,resa,...res,} is the set of
resources required by the task. Note that (T;) specifies physical devices required by a tdskwhile Res(T;) specifies
how these devices appear as shared resources t@’tagk non-preemptive device may appear as a shared resourge wit

different access times to different tasks; and a preempgvice may be included iDev(T;) but not inRes(T;).



T, ! T, !

T, T Ju ! T T n !
Ts ‘:\’31\ [ ! [ \ l T ‘1‘3.1‘ [ .\ \lew [ \l
} | |
0 2 4 s101214161820227426281022 0 2 4 8 10 12 14 16 18 20 22 24 26 28 30 32
A : A
&-Device sleep%: &-Device sleep-
ON i ON
/‘k /‘k I
OFF OFF
T T T N I T T T N O
0 24 6 8 10 12 14 16 18 20 22 24 26 28 30 32 0 24 6 8 10 12 14 16 18 20 22 24 26 28 30 32
(a) The job scheduling with SRP. (b) The job scheduling with BPCP.

Figure 2. Device )\ is required by Js 1 and is in the sleep state during time  [6,14]. J; and J3 1 require
a non-preemptible shared resource  res, which is represented by the dark section.

Leti be the index off;. We refer to thej*" job of a taski; as.J; ;. The release time and the deadline/ef is denoted
by R(J; ;) andD(J, ;). We letDeuv(J; ;) denote the set of devices that are required’py. Throughout this paper, we have
Dev(J; j)=Dev(T;). The priorities of all jobs are based on EDF. For any two jdbs,job with the earlier deadline has a
higher priority. If two jobs have equivalent deadlines, fhie with the earlier release time has a higher priority. |secthat
both deadline and release times are equal, the job belongithg task with a smaller index has the higher priority. lis th
way, the priority of any job is unique. The priority of a jak ; is denoted byPr(J; ;). Note thatPr(J; ;) is not changed
during execution, though the actual priority may change tupriority inheritance with BPCP. LePrg,,,(J; ;,t) be the
actual priority of jobJ; ; at timet. Prqy,(J; ;,t) is equal toPr(J; ;) at the timeJ; ; is released.

With BPCP, each task; is assigned greemption leveP L(T;), which can be the reciprocal of the period of the task. All
jobs of a task have the same preemption level as that of the Aapb with a lower preemption level cannot preempt a job
with a higher preemption level. The preemption ceiling of a@sourceres; is the highest preemption level of all the tasks

that requireres;. Let PLy;4,(J; 5,t) be the highest preemption level ceiling of all the resouthasare held by jol; ; at

time ¢. The maximal length that a job of tagl can be blocked is represented BYT}).

4. Review of BPCP

BPCP [7] is used in EEDSIR to control access to shared resources. BPCP is a honyaesikn of the well known SRP
[1]. In systems without device scheduling, SRP is preferadBPCP because it can reduce the number of context switches
However, BPCP is chosen in this work because it is more ereffigyent than SRP. The reason will be discussed shortly.

As discussed beford? L(T;) represents thpreemption levebf T;. The preemption ceiling of any resources; is the
highest preemption level of all the tasks that require;. LetTI(¢) be the current ceiling of the system, which is the highest-

preemption level ceiling of all the resources that are in atisémet. The rules of BPCP were stated in [7] as follows.

1. “Scheduling Rule: At its release time t, the current prjoof every job J is equal to its assigned priority. The job

remains at this priority except under the condition statediie 3. Every ready job is scheduled preemptively and in



a priority-driven manner at its current priority.”

2. “Allocation Rule: Whenever a jold requests resourees at timet , if res is held by another job/’s request fails, and

J becomes blocked. On the other hand;¢if is free, one of the following two conditions occurs:

() If J's preemption leveP L(J) is higher than the current preemption ceiliigt) of the systemres is allocated to

J.

(i) If J's preemption levePL(J) is not higher than the ceiling (¢) of the systemres is allocated toJ only if J is
the job holding the resource(s) whose preemption ceilirgjisal toll(¢); otherwise,J’s request is denied, and

becomes blocked.”

3. “Priority-Inheritance Rule: Whed becomes blocked, the joh,,, which blocksJ inherits the current priority off.
Jiow €Xecutes at its inherited priority until the time when ite@des every resource whose preemption ceiling is equal
to or higher thanPL(.J); at that time, the priority of/;,,, returns to its priority at the time when it was granted the

resource(s).”

A major difference between SRP and BPCP is: with SRP, a jolotkbd from starting execution until its preemption level
is higher than the current ceiling(¢) of the system. With BPCP, a job is blocked only when it acyusdljuires resources.
That is, BPCP delays the blocking as late as possible. Intaraysithout device scheduling, the response time of indiaid
jobs is similar for both BPCP and SRP. But this is not true wligice scheduling, in which jobs can be suspended because
needed devices are in the sleep state.

To better illustrate this problem, consider the examplenshim Figure 2. BothJ; ; and.J; ; require a non-preemptible
shared resourcess. Device)y, is required byJs ;. J1,; andJy ; are released at tin Moreover,J; ; preempts/s ; at time
6. Therefore, device is put in the sleep state to save energy, while all jobs cdmstiet their deadlines. In this example,
BPCP reduces the response time of both jobs by utilizingithe that job.J; ; suspends. It follows that more device energy

is also saved with BPCP than with SRP.

5. Algorithm

As discussed before, EEDSR performs inter-task device scheduling rather than itask device scheduling. This ap-
proach is adopted by most real-time I/O device scheduliggrahms.

An energy-aware |/O device scheduler needs to identify aprd ereate idle intervals where 1/0O devices can be put in the
sleep mode while not violating temporal correctness. Theiiterval is calleddevice slack We first give a brief review of

device slack, as proposed in [2]; then extend the computafidevice slack to support non-preemptible shared ressurc

Definition 5.1. Job slack.The job slackof a job J; ; is the available time fou; ; to suspend its execution without causing

any job to miss its deadline. The job slack.bf; at timet is denoted by/.S(J; ;,1).



Definition 5.2. Current job.Let CurJob(T;, t) denote the current job of tagk at timet. Suppose jol; ; is the last released
job of taskT; at timet. The current job off; is J; ; if J; ; is not finished at or before timg otherwise the current job df;

is Ji,j+1-

Each device is associated witldavice slackwhich represents the available time for a device to sle@p.device slack is

defined as follows.

Definition 5.3. Device slackThedevice slacks the length of time that a device, can be inactivewithout causing any job
to miss its deadline. We 1eDS(\;, t) denote the device slack for a devikg at timet. With the definition of job slack and

current job,DS (), t) can be given by
DS (A, t) = min(JS(CurJob(T;,t),t)) 1)

whereT; is any task that requires;.

5.1. Computing job slack

It can be seen from Equation (1) that the computation of @eslack is straightforward if the job slack of all jobs are
known. In [2], therun-timeis used to compute the job slack. The concept of run-time ednoen known techniques [4, 25],
denoting the time budget allocated to each job. The coreigltat a job is allowed to use its own run-time as well as the
run-time from higher priority jobs. Therefore, over-preigned run-time can be used to prolong job slack. But thisratym
is not applicable when non-preemptible shared resouregsrasent.

In the remainder of this section, we present the computaifgob slack for task sets with non-preemptible shared re-
sources. The method is based on [2] with important enhantisne@ guarantee temporal correctness when non-preemptibl
shared resources are present. As with [2], there are twaestor the job slack: (1) the job slack from tieailable run-time

and (2) the job slack from thatest eligible time

5.1.1. Job slack from the available run-time

Letinit_rt(T;) denote the initial run-time assigned to each job of tBsiSuppose a set of periodic tasks= T} ; T»; T3; ... T,

are sorted by their periods, and
W(T3)
P(T3)

B(Tx)
P(Ty)

k
Vk,1<k<n >y + <1, )
i=1

where B(Ty) is the maximal length that a job ifi, can be blocked. In Section 5.3, we will prove that Equationig2a

sufficient schedulability condition for EEDNR. The initial run-time assigned to each task is subject to

init_rt(Ji,j) 2 W(Ji’j) (3)

2inactivemeans that a device is either in the sleep mode or is in the middi@awer mode transition.



1 Atanytimet:

2 llJezec IS the current running job at time

3 If (¢: a new jobJ; ; arrives)

4 Insert_to-RT (init_rt(J; ;), Pr(J; ;));

5 End If

6 If (¢: P""dyn(Jea;ec, t) > P’r’(«]e;cec) &&
Pr(rto) = Prayn(Jezee, t))

7 Tt(Jezec) — Tt(Jezec) -1

8 If (rt(Jegee) = 0)
9 Remove_from_RT (rt(Jezec));
10 End If
11 Else
12 rtg <« rtg — 1;
13 If (rto = 0)
14 Remove_from_RT(rtg);
15 End If
16 End If
17 rto <« the head of RT-list;
18 End

Figure 3. The algorithm to update run-time list with non-pre emptible shared resources.

n

initrt(Ty)
; @ ! 4)

i’nit_T‘t(Ti) B(Tk)
P(T;) P(Tk)

k
Vk,1<k<mn, >y <1, (5)
=1

Equation (3) makes sure that each job is assigned a suffinigat run-time; Equation (4) fully utilizes the systempbility
without overloading the system; and Equation (5) guarantbat this initial assignment is consistent with the sudfiti
schedulablility condition for EEDSR.

There is at least one solution for the above equations. Ih@awk that with EDF (BPCP), a job of the task with the
longest period cannot be blocked by jobs of other tasks [frfollows that the blocking time for any job of the task with
the longest period i8. Therefore, a solution for the above equations canwiel < i < n — 1,init_rt(T;) = W(T;);
andinit_rt(T,,) = P(T},) x (1 — Zf:’ll (init_rt(T;)/ P(T;))). Usually more than one solution exists. Systems may achieve
different energy savings with different initial run-timsesagnments to tasks. Generally speaking, enlarging thialinin-time
for short-period tasks will result in frequent short jobclls; while enlarging the initial run-time for long-perioasks will
result in fewer but longer job slacks. The latter initial #iime assignment strategy is adopted in the evaluationisfibrk.

As with [2], the run-time of a jolJ; ; has a priority and a deadline which are set equal to the jaisify and deadline,
i.e., Pr(J;;) andD(J; ;). The priority of each job is unique as discussed in SectioM®en a jobJ; ; is released, the
associated initial run-time is inserted intaun-time list(RT-list), in which run-times are sorted by their priorgiwith the
highest priority run-time at the head of the RT-list. Theilable run-timefor a job J; ; denotes the sum of all higher priority
run-times in the RT-list and the run-time associated withitself. Note that a run-time is inserted into the RT-listyowhen
the associated job is released. Therefore, the run-tinee@sed with.J; ; is available for only/; ; before the release of; ;;
and is available for all jobs with priorities no higher thRn(.J; ;) whenJ; ; is released.

The following notation is used in the algorithm, as in [2]:
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T1 J” LF Job slack: T % ‘]]2 T1 l

T2 Job slack: 4 J 2; l T2 TJob slack- J 21
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(a) Job slack coming from the run-time (b) Job slack coming from the latest eligible time.

Figure 4. Job slack examples. 77 = {20,6,0,0}; T> = {30,6,0,0}}. (a) J1,1 and J; both are released at
time 0; (b) Jy,; is released at time 0 and Js ; is released at time 10.

rt;: theit” run-time in the RT-list, with¢, representing the head of the RT-list.

e rt(J;;): the run-time associated with ;.

Pr(rt;): the priority of the run-time-t;.

R¢(J;;,t): the worst case residual execution time of jly at timet.

e R"(J;;,t): theavailable run-timefor job J; ;, which is given by > rt; + rt(Ji ;).

The algorithm to update the run-time list with non—preemﬂptisharljeﬁr;g;ozrr(gggis presented in Figure 3. In geneeal, th
run-time in the run-time list is reduced dyfrom the head of run-time list-{,) at each system tick. However, when a job
Jezee OCCUpies the CPU by blocking a higher priority jol; s, it inherits the priority of.Jy;4,. Accordingly, the run-time
with the length of the blocking section should be moved fromtun-time associated with. ;... (7t(Jezec)) to the run-time
associated with/,;,n, (rt(Jhign)). However, the length of the actual blocking section is Uguaknown, and it could be
more complex whet,... blocks a higher priority job that is released later or moamtbne resource is used. Therefore, the
algorithm works as follows:

1. When the current running jok..... blocks some higher priority job at tinte J..... inherits the priority of the blocked
job, sayJhign. It follows that Pray, (Jezees t) = Pr(Jhigh) > Pr(Jezec). If rtg is the run-time associated with job
Jhign (line 6), then the execution of.... should consume the run-time associated with.. (line 7). Otherwise the
run-time is consumed from the head of the RT-list (line 12).

2. WhenJ.,.. does not block any job at timg the run-time is always consumed from the head of the RTHist 12).
Note that/.... can be thedle job.

If a run-time is depleted, the item is removed from the rumetiist (lines 9,14).

Now we are ready to present the computation of the job slawk fhe available run-time. At timg a jobJ; ; is in a
fully-preemptible sectioif it holds no resource; otherwise it is inrasource accessing sectiolVe have shown in [2] that
a job can safely suspend its execution as long as its avaitabtime is larger than its residual execution time whes ih
a fully-preemptible section. On the other hand, when a jab &sresource accessing section, the delay of its executan m
block higher priority jobs and cause deadline misses. Thdisn to this problem is to treat the job execution in theotgse

accessing region as a high priority job and compute the jtkshccordingly.



Therefore, the job slack from the available run-time of aipgiven in two cases:

1. JobJ; ; is in a fully-preemptible section at time This is the case presented in [2]. The job slack is the aaila

run-time for the job minus the residual execution time. Tibat

JS(‘]i,j7 t) = RT(JiJv t) - Re(’]i,jv t) (6)

2. JohJ; ; is in a resource accessing section at timeet P Ly, (J; j,t) be the highest preemption level ceiling of all
the resources that are held by jdh; at time¢. According to EDF (BPCP), a jold;;,, can be blocked by ; only
if PL(Jpigh) < PLpign(J; ,t). To ensure system schedulability, the job slack of jpb at timet is the minimal
job slack of all jobs that could be blocked by ;. Therefore, the job slack of a job when it is in a resource sgiog

section can be given by

JS(Jij,t) = min(JS(Jyy,1)),

VJx,yapL(Ji,,j) < PL(JJ,7y) < PL}zigh(']i,j7t) (7)

Note the preemption level of a task is fixed and is the samdlfof &s jobs. With pre-computation at the offline phase,
the search for,, , in Equation (7) can be done ifi(1) time online. Here we need to clarify that the above method
identifies a superset of all jobs that can be blocked by a/jgb A more accurate method to identify such a job set (and

hence identify more available job slack) exists, but is nom@plex.

The example shown in Figure 4(a) illustrates how run-timetgbutes to job slack. Both jobs are released at time
The initial run-time assigned té; ; is 6 and the initial run-time assigned b ; is 21. The job slack fotJ; ; is the sum of

available run-time minus the residual execution timg9f, which is6 + 21 — 6 = 21 according to Equation (6).

5.1.2. Job slack from the latest eligible time

There is another source of job slack, as introduced in [2plAgan only start execution when it is released. So if thesoulirr
timet is less than the job release tirf¢J; ;), then the time intervdt, R(J; ;)] can be seen as job slack. Furthermore, a job is
assigned an initial run-time éfiit_rt(J; ;), which will produce at leastit_rt(J; ;) — W (J; ;) unused run-time. Therefore,

it is known that a job can start its execution as lateRad; ;) + init_rt(J; ;) — W (J; ;), which is called itdatest eligible

timeand is defined as follows:

Definition 5.4. Latest eligible timeThelatest eligible timeor a job J; ; is given by

LT(Ji,j) = R(Ji’j) + init_’l“t(Ji,j) — W(Ji’j). (8)

A job can become eligible for execution as late as its latégibée time without causing any job to miss its deadline.

10



The job slack coming from the latest eligible time is given by
JS(Jiﬁj,t) = LT(JZJ) —t 9)

A unreleased job cannot hold any resources. Thereforejdmrnirsg Equations (6) and (9), the job slack of a joby that

is in a fully preemptible section is given by

JS(Ji,j,t) = mam(LT(Jiyj) - t, RT(Ji’j,t) - RE(JL]', t)) (10)

Figure 4(b) shows an example of the job slack coming fromatest eligible timeJ; ; is released d and.J, ; is released
at10. Attime 0, the job slack ot/ ; coming from run-time i1 according to Equation (6). However, the job slack coming
from its latest eligible time i85 according to Equation (9). Therefore, the job slack/gf is the larger of the two, which is
25.

In summary, the job slack of a job can be computed by Equatiohif the job is in a fully-preemptible section at the time
of computation; otherwise it should be computed by EquafidnThe job slack is increased when a new job is released or a

resource is released.

5.2. The EEDSNR algorithm

Now we are ready to present the EEDIR algorithm. Algorithm EEDSINR consists of two parts: job scheduling and

device scheduling. The job scheduling is presented in @e&ti2.1 and device scheduling is presented in Section.5.2.2

5.2.1. Job scheduling

The job scheduling in EEDSIR becomes a big challenge when cooperating with devicedsding. Device scheduling can
cause basic characteristics of the BPCP policy being wdlaesulting in deadline misses.

To better illustrate this problem, consider the examplenshim Figure 5. In this example, tadk = {16,10,0, {res; }}
and tasklz = {24,2,{\x}, {res1}}, both need the non-preemptible resouree; during their execution. The first jobs of
T, andT; are released at tinfe According to their deadlines, we ha¥®(J;,1) > Pr(J21) > Pr(J1,2). Ty is assigned an
initial run-time of 10 andT5; is assigned an initial run-time &f Device )\, is required byls. According to the device slack
computation discussed before, the device slack,0f 17 at time0. Thus the device is put in the sleep state dufihg 7].

At time 16, J; - is released and is allocated the resouteq since the resourcess; is free and the preemption level gf »
is higher than the current ceiling of the system. As showrh&ééxample,/, ; is blocked and misses its deadline. On the
other hand, if the request df » for resourceres; is denied at timé 6, then both jobs can meet their deadlines.

The root of this problem is that device scheduling can cause griority job to acquire unexpected resources. For the
above example/; , cannot get the resourees; before.J; ; without device scheduling. Therefore, the resource atiooa

rule of BPCP, which is discussed in Section 4, is modified as:
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Figure 5. An example of the scheduling anomalies caused by th e device scheduling. T =
{16,10,0, {res1}}; To = {24,2,{\r}, {res1}}.

Allocation Rule: Whenever a jobJ requests resourcess at timet, if res is held by another job/’s request fails, and’

becomes blocked. On the other hand;d$ is free, one of the following two conditions occurs:

() If J's preemption leveP L(J) is higher than the current preemption ceilii¢t) of the systemres is allocated to
J only if there is no run-time in the run-time list with a prityrihigher thanPr,,,(J, t); otherwise,J's request is
denied, and/ becomes blocked.

(i) If J's preemption levePL(J) is not higher than the ceiling (¢) of the systemres is allocated toJ only if J is
the job holding the resource(s) whose preemption ceilirgjisal toll(¢); otherwise,J’s request is denied, and

becomes blocked.

The modification was made in case (i) of the allocation rul@édke sure that a lower priority job cannot create unexpected
resource blocking. In the above examplg, cannot acquire the resource with the new allocation rulebse the run-time
associated witly, ; has a higher priority.

The job scheduler of EEDSIR chooses the running jol. .. with the highest priority Prgy., (Jezec, t)) from all jobs
that are not blocked and with all needed devices being aclive temporal correctness of this scheduling algorithmmasgx

in Section 5.3.

5.2.2. Device scheduling

Because of the energy penalty associated with a power statgtion, a device needs to be put in the sleep mode longgénou
to save energyBreak-even timeepresents the minimum inactivity time required to compém$or the cost of entering and
exiting the idle state. LeBF()\;) denote the break-even time of devicg By knowing the energy expended for transitions,
EuuOk) = Puu(Ak) X twu(Ag) andEgq( M) = Psqg(Ar) X tsq(Ax), as well as the transition delay, = . (Ax) +tsa(Ak),
we can calculate the break-even tinfi& () ), as

Py x BE(A) = Ewu(M) + Esa(Ar) + Ps x (BE(A) — tsw(Ar))

Ewu()\k) + Esd(Ak) - P@(Ak) X tsw()\k)
P,(M\g) — Ps(M\x)
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Schedule devices at time: (1)job release; (2)job completion; (3) new resource allaation;
(4) old resource release; (5) the timer to reactivate a dewicis reached.
Il Jezec is the currently running job.
If (t: INg, Ak & Dev(Jegee) && A = active
&& DS(\,t) > BE(\g))
A, «— sleep;
/I Up(\g) is the timer set to reactivate, .
Up(Ak) <t + DS(Ak, t) — twu(Ak);
End If
/I UpdateUp(\y) for sleeping devices.
If (t: Ik, Ap = sleep && t + DS (g, t) — twu(Ak) > Up(Ag))
9 Up(Ar) «— t+ DS(Ak,t) — twu(Ar);
10 EndlIf
11  // Reactivate\;, when the timer is reached.
12 If (t: Ik, A\x = sleep && Up(Ag) = t)

N

0 ~NO O W

13 AL < active;
14  EndIf
15 End

Figure 6. Device scheduling of EEDS _NR.

Note that the break-even time has to be larger than the tiamslelay, i.e.fs.,(Ax). So the break-even time is given by

Ewu()\k) + Esd()\k) - Ps()\k) X ﬁsw(/\k)
Pa()‘k) - PS()‘k)

BE(A\) = Maz(tsw( M), ) (11)

It is clear that if a device is idle for less than the breakretime, it is not worth performing the state switch. Therefor
our approach makes decisions of device state transiticd@sthe break-even time rather than device state tramsié@ay.

The device scheduling portion of EEDMR is actually the same as EEDS in [2], as shown in Figure 6. ERKR keeps
track of device slack for each device. Once a device is natired by the currently running job and the device slack igéar
than the break-even time, the scheduler puts the device isidep mode to save energy (lines 2-3). At the same time ga tim
is set to reactivate the device in the future (line 5). In cdastthe device slack for a sleeping device is increasedg#110),
the timer is updated accordingly. This situation could lapwhen a new job releases. A sleeping device is reactivated i

case the wake up timer is reached (lines 12-14).

5.3. Schedulability

This section presents a sufficient schedulability condifiar the EEDSNR scheduling algorithm. The condition is the

same condition used for the EDF algorithm with SRP [1]:

Theorem 5.1. Suppose a set of periodic tasks= T};715; T3;. .. T, are sorted by their periods. They are schedulable by

EEDSNR if
W(T;) = B(Ty)
Vk,1<k<n, T <1, 12
P(T)  P(Ty) (12)

i=1
whereB(T},) is the maximal length that a job i, can be blocked, which is caused by accessing non-preenmpsivarces
including I/O device resources and non 1/O device resourbige that device state transition delay is not includedatTs,

for each taskly,, B(T}) is the same for EEDSIR and EDF (BPCP).
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The following lemmas are required before we can actuallyg@heorem 5.1.
Lemma 5.2. With EEDSNR, a device\;, is in the active state when the device slack pfs 0.

Proof: Suppose that the lemma is false. Itdie the first time that devicgy, is inactive while the device slack o is 0.
That is,DS (A, t) = 0. According to the device scheduling algorithm of EENR, there must be at least one time instance
beforet at which a timer is set to reactivale. Letty be the last instance of such time instances. It follows thatimer to

reactivate\y isto + DS (g, to) — twu(Ak). Sincely is inactivate at time, we have

to + DS(/\k,t0> >t = DS()\k,to) — DS()\k,t) >t —1y

Therefore, at some time duririg, ¢), the device slack of; must be reduced faster thaper system tick. Let;, o <t; <t
be such atime instance. That3S(\g,t1 + 1) < DS(A\g,t1) — 1.

According to the definition of device slack (Definition 5.%)g device slack of\; is the minimal job slack of all jobs
requiring ;. Thus the job slack of a job that requiras must be decreased more thhat timet;. Let J; ; be such a job.
Thatis,JS(J; ;,t1+1) < JS(J;;,t1) — 1. Itis easy to see thak; ; cannot execute during,, ¢, + 1] because\; is inactive.
Therefore,J; ; can be either in a fully-preemptible section or in a resomweessing section duriry, 1 + 1]. We discuss

it in these two cases.

Case 1J; ; is in a fully-preemptible section. According to Equatior®)1the job slack ofJ; ; at timet; is the larger of
R"(J; ,t1) — R°(Ji j,t1) andLT(J; ;) — t. Itis easy to see that both items can be reduced at mosipley system

tick. Therefore, in this case we hav& (J; ;,t1 + 1) > JS(J; j,t1) — 1.

Case 2 J; ; is in a resource accessing section. In this case, the jok sfgob J; ; is the minimal job slack of all jobs that
can be blocked by/; ;. Suppose the set of jobs that can be blocked/pyis «. For any jobJ, , € «, we have
PL(J; ) < PL(Jyy) < PLpign(Ji;,t1), as presented in Equation (7). Furthermore, for anyjoh € «, J, 4
must be in a fully-preemptible section duriftg, ¢, + 1]. Otherwise, either (1Y, , is allocated a resource whef ;
is holding a resource with a preemption ceiling levBlL(,;4x(J; ;,t1)) no lower than the preemption level df; ,
(PL(Js,y)); or (2) J; ; is allocated a resource whefp , is holding a resource with a preemption ceiling level (highe
than or equal taPL(J,,)) no lower than the preemption level df ; (PL(J; ;)). Both cases violate the resource

allocation rule of EEDS\R.

Since J, , is in a fully-preemptible section during;,¢; + 1], the job slack ofJ, , can be decreased by at mdst
during[t,, ¢, + 1] as discussed in the first case. It follows that the job slack gican be decreased by at masturing

[tl,tl + 1].

Thus each case leads to a contradiction. This completesroaf @f Lemma 5.2.
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Lemma 5.3. Letrt(J; ;) be the run-time associated with ;. With the EEDSNR algorithm,rt(J; ;) is no less than the

worst case residual execution time of j@p; at any timet. Thatis,rt(J; ;) > R°(J; ;,1).

Proof: Suppose that the lemma is false. Ldte the first time that the run-time associated with a job is tean the worst
case residual execution time of the job. Ligt; be the job with the highest priority of such jobs.

It is obvious that the lemma is true for an unreleased.jgpsinceinit_rt(J; ;) > WCET(J; ;). Thus here we lef]; ;
be areleased job. It is known that(J; ;) = init_rt(J; ;) > WCET(J, ;) attimeR(J; ;). It follows thatt > R(J; ;).

By the choice ot, the run-time associated with ; is equal to the worst case residual execution timg;gfat time¢ — 1.
Thatis,rt(J; ;) = R°(J; ;,t — 1) attimet — 1.

rt(.J; ;) can be reduced during — 1, ¢] in two cases: (1)t(J; ;) is at the head of RT-list at time— 1 and is consumed
by job execution; (2)J; ; blocks a higher priority job and there is no run-time in the-time list with a priority higher than

Prayn(Ji;,t — 1). Next we proceed with our proof in these two cases.

Case 1: rt(J; ;) is at the head of RT-list at time— 1 and is consumed by job execution;. LEt... be the job that executes

during[t — 1,¢], thenJ.... can only be one of the following three cases:

Casei: Jegec is J; ;. In this caseR°(J; j,t — 1) = R°(J; ;,t) — 1. Thereforeyrt(J; ;) = R°(J; ;,t) at timet. It
contradicts our assumption of

Case ii: Jegzec IS a lower priority job or the CPU is idle. Sincg(J; ;) is at the head of RT-list andt(J; ;) =
Re(J;;,t—1) attimet — 1, the job slack of/; ; is 0 at timet — 1. It follows all devices needed by; ; are active
att — 1. ThusJ, ; is in the ready queue at tinte- 1. J.,.. can execute during — 1,¢] only if J; ; is blocked in
[t — 1,¢] by a lower priority job. We discuss it in two cases: (&).. is the blocking job; and (bY.... is not the

blocking job.

Case a: Jegee blocks J; ;. in this case,J.... inherit the priority ofJ; ; and there is no run-time with priority
higher thanPrgyy, (Jezec,t — 1). Thus the execution af,.... consumes its own run-time, whibe(J; ;)
remains unchanged. This contradicts our definition of

Case b: J.... is not the blocking job. Let,,, be the job that blockd; ; at timet — 1. Since the job slack of
J; j is0andJ; ; is blocked by.J;,,,, the job slack ot/;,,, should also b@ at timet — 1 according to the job
slack computation discussed in Section 5.1. It follows thatdevice slack of all devices used By, are
0. Thus all devices used hy,,, are active according to Lemma 5.2. In this cakg.. cannot execute since

Jiow inherits the priority ofJ; ;, which is the highest priority of all jobs in the system.
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Case iii: Jezec is @ higher priority job. In this case, the execution/pf.. consumes the run-time associated witl.
It follows that there is no available run-time fd,.. at timet — 1. This contradicts the assumption th&t; is

the first job with no available run-time.

Case 2: J; ; blocks a higher priority job and there is no run-time has @i higher thanPrg,,,(J; j,t — 1). In this
case, the execution of.;.. consumes its own run-time. It follows th&°(J; ;,t — 1) = R°(J, ;,t) — 1. Therefore,

rt(Ji,;) = R°(J; ;,t) attimet. This contradicts our assumptionof
Thus each case leads to a contradiction. This completesroof @f Lemma 5.3. O

Lemma 5.4. With the EEDS\R algorithm, the run-time available to a job ; is depleted at or before its deadline if
Equation(12) holds.

Proof: We first show that any run-time must be depleted at or befereviin deadline. Suppose the claim is false. de¢
the first time that a run-timet,, is not depleted at its deadline. Ligtbe the last instance befotat which there is no run-time
with the priority higher than or equal Br(rt,) in the RT-list. Since there is no run-time before the systent §meo, ¢, is
well defined.

By the choice of,, there is always run-time with priority higher than or equaPr(rt,.) during[to, t]. Leta be the set of
these run-times. These run-times are generated by thesirgdeaf jobs that have priorities higher than or equaPtg(rt,,).
Let p denote the set of such jobs and Jg§,,, be the job with the longest relative deadlinepin AssumeJ,,, is a job of
a taskT},. It is clear that the relative deadlines of all jobsgrare less than or equal to— t,. The sum of run-times with
priorities higher than or equal t8r(rt,.) generated durinffo, t] is

k
> orti =Y [(t—t0)/Ty)] x initrt(T;) (13)
rtica im1

It is possible that, at some time duriftg, t], the execution of a job does not consume the run-time witlptieeity higher
than or equal t&”r(rt,). This could happen only when a jolocking (Joiocking ¢ p) blOcks a job inp. By the choice op,
the deadline offy;ocking iS larger thart. According to EEDSNR, Jy001ing Must be released beforgbecause a low priority
job cannot acquire new resources other than resourced tlegady held when there are pending higher priority rumes.
Furthermore, there is at most one such jéh:»4) that is not inp and can block a job ip. This conclusion can be proved
as follows:

Suppose there are two blocking johs, and J,. Both of them must have been released befgrand have deadlines
larger thant. They must have been holding resourcesj,atand since they are blocking some job(s)inthese resources
must have ceilings higher than or equal®@ (J;..4), which has the lowest preemption level of all jobginWithout loss of

generality, we let/;, be the first job that acquired a resoures; whose ceiling is higher than or equal RL(J;0,,4). Since
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Device P,(W) | Ps(W) | Puwu,Psa(W) | twu,tsa(msy
Realtek Ethernet Chip [12] 0.187 0.085 0.125 10
MaxStream wireless module [11] 0.75 0.005 0.1 40

IBM Microdrive [16] 1.3 0.1 0.5 12

SST Flash SST39LF020 [15] 0.125 0.001 0.05 1
SimpleTech Flash Card [14] 0.225 0.02 0.1 2

Table 1. Device Specifications.

PL(J,) < PL(Jiong), Jo Should be blocked by,. We get the desired contradiction. Therefore, there cart beat one
job that blocks any job ip.

The total length of time thafy..ing €Xecutes irto, t] is bounded by the longest tim&;,cxin, UseS a resource. This is
bounded byB(J; ;) for each jobJ; ; in p. In particular, the maximum execution time @fjcking iN [to, t] iS bounded by
B(Jiong), WhereJy,,,, is the job with the longest relative deadlinednAs before, let];,,,, be a job of the tasi,. At other
times during[to, t], the execution of jobs always consumes the run-time.in

Since the run-time, is not depleted at its deadline, the sum of run-timea imust be greater than the run-timesain

consumed ifjtg, t]. Therefore,

S Lt —to)/P(Ty) | x init_rt(Ty) > (t — to) — B(Ty)

— ¥ init rt(Ty) ) P(Ty) + B(Ty)/ Py > 1 (14)

This contradicts the assignment of initial run-times. Efiere, a run-time is depleted at or before its deadline. &Samny

run-time available to a jold; ; has earlier or equal deadlines, they are all depleteD by ;). O

Proof of Theorem 5.1:
Suppose the claim is false. Lédt; be the first job that misses its deadline/atJ; ;). According to Lemma 5.3, the
available run-time taJ; ; at time D(J; ;) must be larger thaf. However, this contradicts Lemma 5.4 because the run-time

available toJ; ; should be depleted d@(J; ;). This completes our proof.

6. Evaluation

We evaluated the EEDSR algorithm using an event-driven simulator. This appho&cconsistent with evaluation ap-
proaches adopted by other researchers for energy-awarschi€uling [19, 21, 20]. Since there is no previously sulidie
energy-efficient I/0O device scheduling algorithm for preggire tasks with non-preemptible shared resources, weotatin
rectly compare EEDSIR with others. However, to better evaluate the EBRS algorithm, we compute the minimal energy
requirement, LOWBOUND, for each simulation. The LOVBOUND is acquired by assuming that the time and energy

overhead of device state transitiorDisA device is shut off whenever it is not required by the cutlseexecuting job, and is

3Most vendors report only a single switching time and energyriosad. We used this time fog.., ¢4 and this energy overhead &%, Psq.
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Figure 7. Normalized energy savings with non-preemptible s hared resources.

powered up as soon as a job requiring it begins executingreldre, the LOWBOUND represents an energy consumption
level that is not achievable for any scheduling algorithm.

The devices used in the experiments are listed in Table 1. dBltee were obtained from data sheets provided by the
manufacturer. We evaluated the energy savings bypdnmalized energy savingahich is the amount of energy saved under
a DPM algorithm relative to the case when no DPM techniqueésipwherein all devices remain in the active state over the

entire simulation. The normalized energy savings is coegbusing Equation (15).

Energy with DPM

Energy with No DPM (15)

Normalized Energy Savings 1 —

Task sets were randomly generated in all experiments. Eawbrgted task set containéd- 8 tasks. Each task required
a random number0(~ 2) of devices from Table 1. The periods of tasks were randormbsen in the range 460, 2000].
Resource accessing sections and WCETSs of all jobs were rdndmmerated such that the feasibility condition shown in
Equation (12) is satisfied. We repeated each experif#ntimes and present the mean value.

We did not measure scheduling overhead of EENIISin real systems since all algorithms were evaluated vintligtions.
Instead, we compared the scheduling overhead of ERBRSwith respect to EDF (BPCP) in our simulations. Trettive

scheduling overheadas used to evaluate the scheduling overhead of EEBSwhich is given by

sched overhead with EEDISR
sched overhead with EDF(BPCP)

relative scheduling overheag

The mean value of the relative scheduling overhead of ERIRSs 11.7%. Considering that the scheduling overhead of EDF
(BPCP) is very low, a relative overhead of 11.7% is very aféinle.
6.1. Average energy savings

The first experiment measured the overall performance of £EB. The best/worst case execution time ratio was skt to
Figure 7(a) shows the mean normalized energy saving for EER%nd LOWBOUND under different system utilizations.

On average, the EEDNR achieves more than 90% energy savings of LB@UND. Note that no power transition overhead
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Figure 8. Comparison of EEDS _NR and MDO without non-preemptible shared resources.

is included in the computation of LOMBOUND. Therefore LOWBOUND represents an energy consumption level that is
not achievable for any scheduling algorithm.

In practice, job actual execution times can be less tham WEETs. Unused WCETSs can be reclaimed to save energy
under EEDSNR. In this experiment, we evaluate the ability of EEDNR to save energy by utilizing the slack coming from
unused WCETSs. Recall that in our method to compute job slanksed WCETSs are kept in the RT-list and can be used to
increase the job slack of lower priority jobs.

Figure 7(b) shows the normalized energy savings for EERBSand LOWBOUND with increasing best/worst case ex-
ecution time ratios. In this experiment, the actual executime of a job was randomly generated between the best case
execution time and the worst case execution time. The wasst system utilization is set betwe®¥% and100%. As shown
in Figure 7(b), EEDINR saves more energy when the ratio of the best/worst caset@xe time is smaller, showing that it

can dynamically reclaim unused WCETSs to save energy.

6.2. Comparison of EEDSNR and MDO without shared resources

A fully preemptive task set can be treated as a special cddaslosets with) shared resources. EED¥R reduces to
EEDS when task sets are fully preemptive. In this sectioncarapare the energy saving of EEDER with MDO [22],
which is the only published energy-aware device schedwdiggrithm for fully preemptive schedules except EEDS. Note
that MDO is an offline method and does not support non-preiefepghared resources. Thus no shared resources were used
in this experiment.

As discussed in Section 2, the MDO algorithm uses a realg¢itheduling algorithm, e.g., EDF, to generate a feasible rea
time job schedule, and then iteratively swaps job segmentsduce energy consumption in device power state transitio
After the heuristic-based job schedule is generated, thie@lschedule is extracted. That is, device power stateitian
actions and times are recorded prior to runtime and usechéitre. Although MDO can achieve very good energy savings

(when job execution times are equal to their WCETS), the cdatimn overhead of MDO can be huge and cannot be used
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as an online method. It is reported in [22] that the compaoiteti complexity of MDO algorithm i€ (pH?), wherep is the
number of devices used atifl is the hyperperiod of task set.

Figure 8(a) shows the mean normalized energy saving for EER%nd MDO under different system utilizations when
the best/worst case execution time ratio is set.toOn average, MDO performs slightly better than EEBNR. This is
consistent with our expectations. The reason comes fronfattiehat this experiment assumed the runtime job execution
is exactly as computed with MDO at the offline phase, i.e.,grbcution times were equal to their WCETs and job arrival
times were known at the offline phase. In this case, MDO saweg mnergy by swapping job segments to reduce energy
consumption in device power state transitions. Therefdi2Q performs better in this case.

With more flexibility and much less overhead, EED®R performs comparable to MDO. As shown in Figure 8(a), MDO
has additional average energy savings of less than 2.1%E®BS NR for all system utilizations. And when the system
utilization is less than 70%, EEDSR performs almost the same as MDO (the additional energyngavless than 1%).

Figure 8(b) shows the normalized energy savings for EElNBSand MDO with increasing best/worst case execution time
ratios. As an offline scheduling method, MDO computed allicschedules at the offline phase and applied at runtime,
making it unable to effectively adapt to changes at the nuati As shown in Figure 8(b), MDO saves less energy than

EEDSNR when the best/worst case execution time ratio is less3b%n

7 Conclusion

EEDSNR is a hard real-time scheduling algorithm for conservingrgy in device subsystems. This algorithm supports
the preemptive periodic tasks with non-preemptible shaesdurces. As an online scheduling algorithm, EBUS is
flexible enough to adapt to changes in the operating enviemnand still achieves significant energy savings. Althoogt
addressed in this paper, our work can be applied to the sipaask model without any modification. This work provides
the foundation for a family of general, online energy savagprithms that can be applied to systems with hard temporal

constraints.
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